
 

BRANCH – COMPUTER SCIENCE AND ENGINEERING 

SEMESTEM –  4TH 

SUBJECT – DATABASE MANAGEMENT SYSTEM 

FACULTY NAME –  SAMBHU PADHAN 

  



 

Data Base Management  System 

1.0 Basic Concept of DBMS 

Data: 

 It is a collection of information. The facts that can be recorded and which have implicit meaning 

known as 'data'. 

Example: 

 Customer  - - 

  1.cname. 

  2.cno. 

  3.ccity. 

Information: 
 Information is the processed data on which decisions and actions are based. Information can be 

defined as the organized and classified data to provide meaningful values.  

Eg: “The age of Ravi is 25” 

File:  
File is a collection of related data stored in secondary memory. 

Database: 

 It is a collection of interrelated data . 

 These can be stored in the form of tables. 

 A database can be of any size and varying complexity. 

 A database may be generated and manipulated manually or it may be computerized. 

 Example: 

 Customer database consists the fields as cname, cno, and ccity Cname Cno Ccity. 

Database System:  

It is computerized system, whose overall purpose is to maintain the information and to make that the 

information is available on demand.  

Advantages: 

  1.Redundency can be reduced. 

  2.Inconsistency can be avoided.  

  3.Data can be shared. 

4.Standards can be enforced. 

  5.Security restrictions can be applied.  

6.Integrity can be maintained. 

  7.Data gathering can be possible.  

8.Requirements can be balanced. 

 

 



Database Management System (DBMS):  
It is a collection of programs that enables user to create and maintain a database. In other words it is 

general-purpose software that provides the users with the processes of defining, constructing and 

manipulating the database for various applications. 

 

 Disadvantages in File Processing 

Data redundancy and inconsistency. 

Difficult in accessing data. 

Data isolation. 

Data integrity. 

Concurrent access is not possible. 

Security Problems. 

 Advantages of DBMS:  

1.Data Independence.  

2.Efficient Data Access.  

3.Data Integrity and security.  

4.Data administration. 

 5.Concurrent access and Crash recovery. 

 6.Reduced Application Development Time 

 

Applications Database Applications: 

 Banking: all transactions 

 Airlines: reservations, schedules Universities: registration,grades  

 Sales: customers, products, purchases 

 Online retailers: order tracking, customized recommendations  

 Manufacturing: production, inventory, orders, supply chain 

 Human resources: employee records, salaries, tax deductions 

 

 

Users of Database : - 
1.Database Administrators (DBA): 

 The DBA is responsible for authorizing access to the database, for Coordinating and monitoring its use 

and for acquiring software and hardware resources as needed. These are the people, who maintain 

and design the database daily. DBA is responsible for the following issues. 3 a. Design of the conceptual 

and physical schemas: The DBA is responsible for interacting with the users of the system to 

understand what data is to be stored in the DBMS and how it is likely to be used. The DBA creates the 

original schema by writing a set of definitions and is Permanently stored in the 'Data Dictionary'. b. 

Security and Authorization: The DBA is responsible for ensuring the unauthorized data access is not 

permitted.  

2.Database Designers:  

Database designers are responsible for identifying the data to be stored in the database and for 

choosing appropriate structures to represent and store this data.  



3. End Users: 

 People who wish to store and use data in a database. End users are the people whose jobs require 

access to the database for querying, updating and generating reports, listed as below. a. Casual End 

users: These people occasionally access the database, but they may need different information each 

time. b. Naive or Parametric End Users: Their job function revolves around constantly querying and 

updating the database using standard types of queries and updates. c. Sophisticated End Users: These 

include Engineers, Scientists, Business analyst and others familiarize to implement their applications to 

meet their complex requirements. d. Stand alone End users: These people maintain personal databases 

by using ready-made program packages that provide easy to use menu based interfaces. 
 4.System Analyst: 

 These people determine the requirements of end users and develop specifications for transactions .  

5.Application Programmers (Software Engineers): 

 These people can test, debug, document and maintain the specified transactions. 

 

 

 

Data Abstraction : 
Database systems are made-up of complex data structures.  

To ease the user interaction with database, the developers hide internal irrelevant details from users. 

This process of hiding irrelevant details from user is called data abstraction. 

 
We have three levels of abstraction: 

Physical level: This is the lowest level of data abstraction. It describes how data is actually stored in 
database. You can get the complex data structure details at this level. 
Logical level: 

 This is the middle level of 3-level data abstraction architecture. It describes what data is stored in 
database. 
View level:  

Highest level of data abstraction. This level describes the user interaction with database system. 

Example: 
Let’s say we are storing customer information in a customer table. 

At physical level these records can be described as blocks of storage (bytes, gigabytes, terabytes etc.) 
in memory. These details are often hidden from the programmers. 



At the logical level these records can be described as fields and attributes along with their data types, 
their relationship among each other can be logically implemented. The programmers generally work at 
this level because they are aware of such things about database systems. 
At view level,  
user just interact with system with the help of GUI and enter the details at the screen, they are not 

aware of how the data is stored and what data is stored; such details are hidden from them. 
 

 
 

 

DDL (Data Definition Language):  

DDL or Data Definition Language actually consists of the SQL commands that can be used to define the 
database schema. It simply deals with descriptions of the database s chema and is used to create and 
modify the structure of database objects in the database.DDL is a set of SQL commands used to create, 
modify, and delete database structures but not data. These commands are normally not used by a 
general user, who should be accessing the database via an application. 
List of DDL commands:  

 CREATE: This command is used to create the database or its objects (like table, index, function, 
views, store procedure, and triggers). 

 DROP: This command is used to delete objects from the database. 
 ALTER: This is used to alter the structure of the database. 

 TRUNCATE: This is used to remove all records from a table, including all spaces allocated for the 
records are removed. 

 COMMENT: This is used to add comments to the data dictionary. 
 RENAME: This is used to rename an object existing in the database. 

 

Data Dictionary : - 
 Data Dictionary Can be defined as collection of information of all data elements or contents of 
databases such as data types, text descriptions of system. It makes it easier for user and analyst to use 
data as well as understand and have common knowledge about inputs, outputs, components of a 
database, and intermediate calculations. 
Why Data dictionary is essential ? 

 There are less information and details provided by data models. So, a data dictionary is very 
essential and needed to have proper knowledge and usage of contents. 

 Data Dictionary provides all information about names that are used in system models.  

 Data Dictionary also provides information about entities, relationships, and attributes that are 
present in system model. 

 As a part of structured analysis and design tool, implementation of a data dictionary is done. 
 

 

 

 

 

 

 

 

 

https://www.geeksforgeeks.org/features-of-structured-query-language-sql/
https://www.geeksforgeeks.org/sql-create/
https://www.geeksforgeeks.org/sql-drop-truncate/
https://www.geeksforgeeks.org/sql-alter-add-drop-modify/
https://www.geeksforgeeks.org/sql-drop-truncate/
https://www.geeksforgeeks.org/sql-comments/
https://www.geeksforgeeks.org/sql-alter-rename/


 

2.0 Data Models 

Data Independence :- 
Data Independence is defined as a property of DBMS that helps you to change the Database schema at 

one level of a database system without requiring to change the schema at the next higher level. 

Data independence helps you to keep data separated from all programs that make use of it.  

You can use this stored data for computing and presentation.  

In many systems, data independence is an essential function for components of the system. 

Types of Data Independence 
In DBMS,  there are two types of data independence 

1.Physical data independence 

2.Logical data independence 

Physical Data Independence 
Physical data independence helps you to separate conceptual levels from the internal/physical levels. It 

allows you to provide a logical description of the database without the need to specify physical 

structures. Compared to Logical Independence, it is easy to achieve physical data independence. 

Logical Data Independence 
Logical Data Independence is the ability to change the conceptual scheme without changing . 

Difference between Physical and Logical Data Independence 

Logica Data Independence Physical Data Independence 

Logical Data Independence is mainly concerned with the 

structure or changing the data definition. 

Mainly concerned with the storage of the 

data. 

It is difficult as the retrieving of data is mainly dependent on 

the logical structure of data. 
It is easy to retrieve. 

Compared to Logic Physical independence it is difficult to 

achieve logical data independence. 

Compared to Logical Independence it is easy 

to achieve physical data independence. 

You need to make changes in the Application program if new 

fields are added or deleted from the database. 

A change in the physical level usually does 

not need change at the Application program 

level. 

Modification at the logical levels is significant whenever the 

logical structures of the database are changed. 

Modifications made at the internal levels 

may or may not be needed to improve the 

performance of the structure. 

Concerned with conceptual schema Concerned with internal schema 

Example: Add/Modify/Delete a new attribute 
Example: change in compression techniques, 

hashing algorithms, storage devices, etc 



 

 

 

Levels of Database :- 
Before we learn Data Independence, a refresher on Database Levels is important.  

The database has 3 levels as shown in the diagram below 

1.Physical/Internal 

2.Conceptual 

3.External 

 

 

Entity Relationship Model : - 
ER Model is used to model the logical view of the system from data perspective which consists of these 

components: 

Entity, Entity Type, Entity Set –  

An Entity may be an object with a physical existence 

  – a particular person, car, house, or employee 

 – or it may be an object with a conceptual existence  

  – a company, a job, or a university course.  



An Entity is an object of Entity Type and set of all entities is called as entity set. e.g.; E1 is an entity 
having Entity Type Student and set of all students is called Entity Set. In ER diagram, Entity Type is 

represented as:     

Attribute(s):  

Attributes are the properties which define the entity type. 
For example, Roll_No, Name, DOB, Age, Address, Mobile_No are the attributes which defines entity 
type Student.  

In ER diagram, attribute is represented by an oval.  

 
 1. Key Attribute –  

The attribute which uniquely identifies each entity in the entity set is called key attribute.For example, 
Roll_No will be unique for each student. In ER diagram, key attribute is represented by an oval with 
underlying lines. 

 

2. Composite Attribute –  

An attribute composed of many other attribute is called as composite attribute. For example, Address 
attribute of student Entity type consists of Street, City, State, and Country. In ER diagram, composite 

attribute is represented by an oval comprising of ovals.  



 

3. Multivalued Attribute –  

An attribute consisting more than one value for a given entity. For example, Phone_No (can be more 
than one for a given student). In ER diagram, multivalued attribute is represented by double oval .  

 

4. Derived Attribute –  

An attribute which can be derived from other attributes of the entity type is known as derived 
attribute. e.g.; Age (can be derived from DOB). In ER diagram, derived attribute is represented by 

dashed oval.  

 

The complete entity type Student with its attributes can be represented as:  



 

Relationship Type and Relationship Set:  

A relationship type represents the association between entity types. For example,‘Enrolled in’ is a 
relationship type that exists between entity type Student and Course. In ER diagram, relationship type 

is represented by a diamond and connecting the entities with lines.  

 

A set of relationships of same type is known as relationship set. The following relationship set depicts 
S1 is enrolled in C2, S2 is enrolled in C1 and S3 is enrolled in C3.   



 

Degree of a relationship set:  

The number of different entity sets participating in a relationship set is called as degree of a 

relationship set.   
1. Unary Relationship –  

When there is only ONE entity set participating in a relation, the relationship is called as unary 
relationship. For example, one person is married to only one person.  

 

2. Binary Relationship –  

When there are TWO entities set participating in a relation, the relationship is called as binary 

relationship.For example, Student is enrolled in Course.  

 



3. n-ary Relationship –  

When there are n entities set participating in a relation, the relationship is called as n-ary relationship.  
  
Cardinality:  

The number of times an entity of an entity set participates in a relationship set is known as cardinality. 
Cardinality can be of different types:  
1. One to one – When each entity in each entity set can take part only once in the relationship, the 

cardinality is one to one. Let us assume that a male can marry to one female and a female can marry to 
one male. So the relationship will be one to one.  

 

Using Sets, it can be represented as:  

 

2. Many to one – When entities in one entity set can take part only once in the relationship set and 

entities in other entity set can take part more than once in the relationship set, cardinality is many to 
one. Let us assume that a student can take only one course but one course can be taken by many 

students. So the cardinality will be n to 1. It means that for one course there can be n students but for 
one student, there will be only one course.  



 

Using Sets, it can be represented as: 

 

In this case, each student is taking only 1 course but 1 course has been taken by many students.   

3. Many to many – When entities in all entity sets can take part more than once in the 
relationship cardinality is many to many. Let us assume that a student can take more than one course 

and one course can be taken by many students. So the relationship will be many to many.  

 

Using sets, it can be represented as:  



 

In this example, student S1 is enrolled in C1 and C3 and Course C3 is enrolled by S1, S3 and S4. So i t is 
many to many relationships.  

Participation Constraint:  

Participation Constraint is applied on the entity participating in the relationship set.   
1. Total Participation – Each entity in the entity set must participate in the relationship. If each student 

must enroll in a course, the participation of student will be total. Total participation is shown by double 
line in ER diagram.  

2. Partial Participation – The entity in the entity set may or may NOT participate in the relationship. If 
some courses are not enrolled by any of the student, the participation of course will be partial.   

The diagram depicts the ‘Enrolled in’ relationship set with Student Entity set having total participation 
and Course Entity set having partial participation.  

 

Using set, it can be represented as,  



 

Every student in Student Entity set is participating in relationship but there exists a course C4 which is 

not taking part in the relationship.  
Weak Entity Type and Identifying Relationship:  

As discussed before, an entity type has a key attribute which uniquely identifies each entity in the 
entity set. But there exists some entity type for which key attribute can’t be defined . These are called 
Weak Entity type.  

For example, A company may store the information of dependents  (Parents, Children, Spouse) of an 
Employee. But the dependents don’t have existence without the employee. So Dependent will be weak 

entity type and Employee will be Identifying Entity type for Dependent.  
A weak entity type is represented by a double rectangle. The participation of weak entity type is always 

total. The relationship between weak entity type and its identifying strong entity type is called 
identifying relationship and it is represented by double diamond.  

 

 
 

Mapping Constraints 

o A mapping constraint is a data constraint that expresses the number of entities to which another 

entity can be related via a relationship set. 

o It is most useful in describing the relationship sets that involve more than two entity sets. 

o For binary relationship set R on an entity set A and B, there are four possible mapping 

cardinalities. These are as follows: 

1. One to one (1:1) 
 

2. One to many (1:M) 
 

3. Many to one (M:1) 
 

4. Many to many (M:M) 



 
One-to-one 

In one-to-one mapping, an entity in E1 is associated with at most one entity in E2, and an 

entity in E2 is associated with at most one entity in E1. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

One-to-many 
 
In one-to-many mapping, an entity in E1 is associated with any number of entities in E2, 

and an entity in E2 is associated with at most one entity in E1. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Many-to-one 
 

In one-to-many mapping, an entity in E1 is associated with at most one entity in E2, and 

an entity in E2 is associated with any number of entities in E1. 

 
 
 
 
 
 
 
 
 
 
 
 
 

Many-to-many 
 

In many-to-many mapping, an entity in E1 is associated with any number of entities in 

E2, and an entity in E2 is associated with any number of entities in E1. 



Keys 
 

o Keys play an important role in the relational database. 
 

o It is used to uniquely identify any record or row of data from the table. It is also used to 

establish and identify relationships between tables. 

For example: In Student table, ID is used as a key because it is unique for each 

student. In PERSON table, passport_number, license_number, SSN are keys since 

they are unique for each person. 
 



Types of key: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

1. Primary key 
 

o It is the frst key which is used to identify one and only one instance of an entity uniquely. 

An entity can contain multiple keys as we saw in PERSON table. The key which is most 

suitable from those lists become a primary key. 
 

o In the EMPLOYEE table, ID can be primary key since it is unique for each employee. In 

the EMPLOYEE table, we can even select License_Number and Passport_Number as 

primary key since they are also unique. 
 

o For each entity, selection of the primary key is based on requirement and developers. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

2. Candidate key 
 

o A candidate key is an attribute or set of an attribute which can uniquely identify a tuple. 

 

 

o The remaining attributes except for primary key are considered as a candidate key. The 

candidate keys are as strong as the primary key. 

For example: In the EMPLOYEE table, id is best suited for the primary key.  
Rest of the attributes like SSN, Passport_Number, and License_Number, etc.  
are considered as a candidate key. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

3. Super Key 
 

Super key is a set of an attribute which can uniquely identify a tuple. Super key is a 

superset of a candidate key. 
 
For example: In the above EMPLOYEE table, for(EMPLOEE_ID, EMPLOYEE_NAME) 

the name of two employees can be the same, but their EMPLYEE_ID can't be the 

same. Hence, this combination can also be a key. 
 
The super key would be EMPLOYEE-ID, (EMPLOYEE_ID, EMPLOYEE-NAME), etc. 

 

 

4. Foreign key 
 

o Foreign keys are the column of the table which is used to point to the primary key of 

another table. 

o In a company, every employee works in a specifc department, and employee and 

department are two diferent entities. So we can't store the information 



 
of the department in the employee table. That's why we link these two tables through the primary key of 

one table. 
 

o We add the primary key of the DEPARTMENT table, Department_Id as a new attribute in the 

EMPLOYEE table. 

o Now in the EMPLOYEE table, Department_Id is the foreign key, and both the tables are related. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 
Entity Relationship Diagram – ER Diagram in DBMS : - 
An Entity–relationship model (ER model) describes the structure of a database with the help of a diagram, 

which is known as Entity Relationship Diagram (ER Diagram). 
An ER model is a design or blueprint of a database that can later be implemented as a database. The main 

components of E-R model are: entity set and relationship set. 
A simple ER Diagram:

 

 
Rectangle: Represents Entity sets. 
Ellipses: Attributes 



Diamonds: Relationship Set 

Lines: They link attributes to Entity Sets and Entity sets to Relationship Set 
Double Ellipses: Multivalued Attributes 
Dashed Ellipses: Derived Attributes 
Double Rectangles: Weak Entity Sets 
Double Lines: Total participation of an entity in a relationship set 
 
Components of a ER Diagram :  

 

 

 

 

 

 

 

Relational Model : -  

The most popular data model in DBMS is the Relational Model. It is more scientific a model than 
others. This model is based on first-order predicate logic and defines a table as an n-ary relation. 



 

The main highlights of this model are − 

 Data is stored in tables called relations. 

 Relations can be normalized. 

 In normalized relations, values saved are atomic values. 

 Each row in a relation contains a unique value. 

 Each column in a relation contains values from a same domain. 

 

Constraints in Relational Model : -  

 

Student_table 

ROLL_NO NAME ADDRESS PHONE AGE 

1 RAM DELHI 9455123451 18 

2 RAMESH GURGAON 9652431543 18 

3 SUJIT ROHTAK 9156253131 20 

4 SURESH DELHI   18 

 

While designing Relational Model, we define some conditions which must hold for data present in 
database are called Constraints. These constraints are checked before performing any operation 
(insertion, deletion and updation) in database. If there is a violation in any of constrains, operation will 

fail.  
Domain Constraints: These are attribute level constraints. An attribute can only take values which 

lie inside the domain range. e.g,; If a constrains AGE>0 is applied on STUDENT relation, inserting 

negative value of AGE will result in failure.  



Key Integrity:  

Every relation in the database should have atleast one set of attributes which defines a tuple 
uniquely. Those set of attributes is called key. e.g.; ROLL_NO in STUDENT is a key. No two students 

can have same roll number. So a key has two properties:  
It should be unique for all tuples. 

It can’t have NULL values. 
Referential Integrity:  

When one attribute of a relation can only take values from other attribute of same relation or any 
other relation, it is called referential integrity.  

Hierarchical Model : - 
In a hierarchical model, data are viewed as a collection of tables, or we can say segments that form a 

hierarchical relation. In this, the data is organized into a tree-like structure where each record consists 
of one parent record and many children. Even if the segments are connected as a chain-like structure 

by logical associations, then the instant structure can be a fan structure with multiple branches. We 
call the illogical associations as directional associations. 
In the hierarchical model, segments pointed to by the logical association are called the child 

segment and the other segment is called the parent segment. If there is a segment without a parent 
is then that will be called the root and the segment which has no children are called the leaves. 

The main disadvantage of the hierarchical model is that it can have one-to-one and one-to-many 
relationships between the nodes. 
Applications of hierarchical model : 

Hierarchical models are generally used as semantic models in practice as many real-world 

occurrences of events are hierarchical in nature like biological structures, political, or social 
structures. 
Hierarchical models are also commonly used as physical models because of the inherent hierarchical 

structure of the disk storage system like tracks, cylinders, etc. There are various examples such as 
Information Management System (IMS) by IBM, NOMAD by NCSS, etc. 

Example :  Consider the below Student database system hierarchical model.

 
Hierarchical model 

In the above-given figure, we have few students and few course-enroll and a course can be 

assigned to a single student only, but a student can enroll in any number of courses and 

with this the relationship becomes one-to-many. We can represent the given hierarchical 
model like the below relational tables: 

FACULTY Table 



Name Dep Course-taught 

John CSE CA 

Jake CSE SE 

Royal CSE DBMS 

STUDENT Table 

Name Course-enroll Grade 

Gami CA 2.0 

Mary SE 3.0 

Mayen SE 4.0 

 

 

 

Network Model : - 
This model is the generalization of the hierarchical model. This model can consist of multiple 

parent segments and these segments are grouped as levels but there exists a logical 

association between the segments belonging to any level. Mostly, there exists a many-to-

many logical association between any of the two segments. We called graphs the logical 

associations between the segments. Therefore, this model replaces the hierarchical tree 

with a graph-like structure, and with that, there can more general connections among 

different nodes. It can have M: N relations i.e, many-to-many which allows a record to have 

more than one parent segment. 

Here, a relationship is called a set, and each set is made up of at least 2 types of record 

which are given below: 

- An owner record that is the same as of parent in the hierarchical model.  

- A member record that is the same as of child in the hierarchical model. 

Structure of a Network Model : 



 
A Network data model 

In the above figure, member TWO has only one owner ‘ONE’ whereas member FIVE has 

two owners i.e, TWO and THREE. Here, each link between the two record types represents 

1 : M relationship between them. This model consists of both lateral and top-down 

connections between the nodes. Therefore, it allows 1: 1, 1 : M, M : N relationships among 

the given entities which helps in avoiding data redundancy problems as it supports multiple 

paths to the same record.  There are various examples such as TOTAL by Cincom Systems 

Inc., EDMS by Xerox Corp., etc. 

 

 

 

 

 

 

 

 
 

 

 

  

Example : Network model for a Finance Department. 

Below we have designed the network model for a Finance Department :  

 



Network model of Finance Department. 

So, In a network model, a one-to-many (1: N) relationship has a link between two record 

types.   
Now, in the above figure, SALES-MAN, CUSTOMER, PRODUCT, INVOICE, PAYMENT, 

INVOICE-LINE are the types of records for the sales of a company.  

Now, as you can see in the given figure, INVOICE-LINE is owned by PRODUCT & 

INVOICE. INVOICE has also two owners SALES-MAN & CUSTOMER.  

 
 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

3.0 RELATIONAL DATABASE 

Relational Databse : - 
A relational database is a type of database that stores and provides access to data points that are 

related to one another. Relational databases are based on the relational model, an intuitive, straightforward 

way of representing data in tables. 

Relational database systems are expected to be equipped with a query language that can assist its 
users to query the database instances. There are two kinds of query languages − relational algebra 

and relational calculus. 

Relational Algebra : - 
Relational algebra is a procedural query language, which takes instances of relations as input and 

yields instances of relations as output. It uses operators to perform queries. An operator can be 
either unary or binary. They accept relations as their input and yield relations as their output. 
Relational algebra is performed recursively on a relation and intermediate results are also 

considered relations. 
The fundamental operations of relational algebra are as follows − 

 Select 

 Project 

 Union 

 Set different 



 Cartesian product 

 Rename 

We will discuss all these operations in the following sections. 

Select Operation (σ) 

It selects tuples that satisfy the given predicate from a relation. 

Notation − σp(r) 

Where σ stands for selection predicate and r stands for relation. p is prepositional logic formula 

which may use connectors like and, or, and not. These terms may use relational operators like − 
=, ≠, ≥, < ,  >,  ≤. 

For example − 

σsubject = "database"(Books) 

Output − Selects tuples from books where subject is 'database'. 

σsubject = "database" and price = "450"(Books) 

Output − Selects tuples from books where subject is 'database' and 'price' is 450. 

σsubject = "database" and price = "450" or year > "2010"(Books) 

Output − Selects tuples from books where subject is 'database' and 'price' is 450 or those books 
published after 2010. 

Project Operation (∏) 

It projects column(s) that satisfy a given predicate. 

Notation − ∏A1, A2, An (r) 

Where A1, A2 , An are attribute names of relation r. 

Duplicate rows are automatically eliminated, as relation is a set. 

For example − 

∏subject, author (Books) 

Selects and projects columns named as subject and author from the relation Books. 

Union Operation (∪) 

It performs binary union between two given relations and is defined as − 

r ∪ s = { t | t ∈ r or t ∈ s} 

Notation − r U s 

Where r and s are either database relations or relation result set (temporary relation). 

For a union operation to be valid, the following conditions must hold − 

 r, and s must have the same number of attributes. 

 Attribute domains must be compatible. 

 Duplicate tuples are automatically eliminated. 

∏ author (Books) ∪ ∏ author (Articles) 

Output − Projects the names of the authors who have either written a book or an article or both. 



Set Difference (−) 

The result of set difference operation is tuples, which are present in one relation but are not in the 
second relation. 

Notation − r − s 

Finds all the tuples that are present in r but not in s. 

∏ author (Books) − ∏ author (Articles) 

Output − Provides the name of authors who have written books but not articles. 

Cartesian Product (Χ) 

Combines information of two different relations into one. 

Notation − r Χ s 

Where r and s are relations and their output will be defined as − 

r Χ s = { q t | q ∈ r and t ∈ s} 

σauthor = 'tutorialspoint'(Books Χ Articles) 

Output − Yields a relation, which shows all the books and articles written by tutorialspoint. 

Rename Operation (ρ) 

The results of relational algebra are also relations but without any name. The rename operation 
allows us to rename the output relation. 'rename' operation is denoted with small Greek letter rho ρ. 

Notation − ρ x (E) 

Where the result of expression E is saved with name of x. 

Additional operations are − 

 Set intersection 

 Assignment 

 Natural join 

 
 

 

 

 

 

 

 

 
 

 

 

 

 

 

 



 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

4.0 NORMALIZATION 

Functional Dependencies  : - 
A functional dependency is a constraint that specifies the relationship between two sets of 

attributes where one set can accurately determine the value of other sets.  

It is denoted as X → Y, where X is a set of attributes that is capable of determining the value 

of Y.  

The attribute set on the left side of the arrow, X is called Determinant, while on the right 

side, Y is called the Dependent.  

Functional dependencies are used to mathematically express relations among database 

entities and are very important to understand advanced concepts in Relational Database 

System and understanding problems in competitive exams like Gate. 

Example: 

roll_no name dept_name dept_building 

42 abc CO A4 

43 pqr IT A3 

44 xyz CO A4 



roll_no name dept_name dept_building 

45  xyz IT A3 

46 mno EC B2 

47 jkl ME B2 

From the above table we can conclude some valid functional dependencies: 

 roll_no → { name, dept_name, dept_building },→  Here, roll_no can determine values of 

fields name, dept_name and dept_building, hence a valid Functional dependency  

 roll_no → dept_name , Since, roll_no can determine whole set of {name, dept_name, 

dept_building}, it can determine its subset dept_name also. 

 dept_name → dept_building ,  Dept_name can identify the dept_building accurately, 

since departments with different dept_name will also have a different dept_building 

 More valid functional dependencies: roll_no → name, {roll_no, name} ⇢ {dept_name, 
dept_building}, etc. 

 

 

Here are some invalid functional dependencies: 

 name → dept_name   Students with the same name can have different dept_name, 

hence this is not a valid functional dependency. 
 dept_building → dept_name    There can be multiple departments in the same building, 

For example, in the above table departments ME and EC are in the same building B2, 

hence dept_building → dept_name is an invalid functional dependency.  

 More invalid functional dependencies: name → roll_no, {name, dept_name} → roll_no, 

dept_building → roll_no, etc. 

Types of Functional dependencies in DBMS: 

1. Trivial functional dependency 

2. Non-Trivial functional dependency 

3. Multivalued functional dependency 

4. Transitive functional dependency 

1. Trivial Functional Dependency 

In Trivial Functional Dependency, a dependent is always a subset of the determinant. 

i.e. If X → Y and Y is the subset of X, then it is called trivial functional dependency 

 

For example, 
 

roll_no name age 

42 abc 17 



roll_no name age 

43 pqr 18 

44 xyz 18 

Here, {roll_no, name} → name is a trivial functional dependency, since the 

dependent name is a subset of determinant set {roll_no, name} 

Similarly, roll_no → roll_no is also an example of trivial functional dependency.  
2. Non-trivial Functional Dependency 

In Non-trivial functional dependency, the dependent is strictly not a subset of the 

determinant. 
i.e. If X → Y and Y is not a subset of X, then it is called Non-trivial functional dependency. 

 

 

 

 

 

 

 

 

 

For example, 

roll_no name age 

42 abc 17 

43 pqr 18 

44 xyz 18 

Here, roll_no → name is a non-trivial functional dependency, since the 

dependent name is not a subset of determinant roll_no 

Similarly, {roll_no, name} → age is also a non-trivial functional dependency, 

since age is not a subset of {roll_no, name}  
3. Multivalued Functional Dependency 

In Multivalued functional dependency, entities of the dependent set are not 

dependent on each other. 

i.e. If a → {b, c} and there exists no functional dependency between b and c, then it is 

called a multivalued functional dependency. 

For example, 



roll_no name age  

42 abc 17  

43 pqr 18 

44 xyz 18 

45 abc 19 

Here, roll_no → {name, age} is a multivalued functional dependency, since the 

dependents name & age are not dependent on each other(i.e. name → age or age → 

name doesn’t exist !) 
 

 

4. Transitive Functional Dependency 

In transitive functional dependency, dependent is indirectly dependent on determinant. 

i.e. If a → b & b → c, then according to axiom of transitivity, a → c. This is a transitive 

functional dependency   

 

For example, 

enrol_no name dept building_no 

42 abc CO 4 

43 pqr EC 2 

44 xyz IT 1 

45 abc EC 2 

Here, enrol_no → dept and dept → building_no,  
Hence, according to the axiom of transitivity, enrol_no → building_no is a valid functional 

dependency. This is an indirect functional dependency, hence called Transitive functional 

dependency. 

 

Normalization  



 

Normalization is the process of minimizing redundancy from a relation or set of relations. 

Redundancy in relation may cause insertion, deletion, and update anomalies. So, it helps to 

minimize the redundancy in relations. Normal forms are used to eliminate or reduce 

redundancy in database tables. 

1. First Normal Form – 
If a relation contain composite or multi-valued attribute, it violates first normal form or a 

relation is in first normal form if it does not contain any composite or multi -valued attribute. A 

relation is in first normal form if every attribute in that relation is singled valued attribute. 

 Example 1 – Relation STUDENT in table 1 is not in 1NF because of multi-valued 

attribute STUD_PHONE. Its decomposition into 1NF has been shown in table 2. 

 

 Example 2 – 
  

ID   Name   Courses 

1    A      c1, c2 

2    E      c3 

3    M      C2, c3 

In the above table Course is a multi-valued attribute so it is not in 1NF. 

Below Table is in 1NF as there is no multi-valued attribute 

ID   Name   Course 

1    A       c1 

1    A       c2 

2    E       c3 

3    M       c2 

3    M       c3 

  

2. Second Normal Form – 



To be in second normal form, a relation must be in first normal form and relation must not 

contain any partial dependency. A relation is in 2NF if it has No Partial 

Dependency, i.e., no non-prime attribute (attributes which are not part of any candidate 

key) is dependent on any proper subset of any candidate key of the table.  

Partial Dependency – If the proper subset of candidate key determines non-prime attribute, 

it is called partial dependency. 

 Example 1 – Consider table-3 as following below. 
 

STUD_NO            COURSE_NO         COURSE_FEE 

1                     C1                  1000 

2                     C2                  1500 

1                     C4                  2000 

4                     C3                  1000 

4                     C1                  1000 

2                     C5                  2000 

{Note that, there are many courses having the same course fee. } 

Here, 

COURSE_FEE cannot alone decide the value of COURSE_NO or STUD_NO; 

COURSE_FEE together with STUD_NO cannot decide the value of COURSE_NO; 

COURSE_FEE together with COURSE_NO cannot decide the value of STUD_NO; 

Hence, 

COURSE_FEE would be a non-prime attribute, as it does not belong to the one only 

candidate key {STUD_NO, COURSE_NO} ; 

But, COURSE_NO -> COURSE_FEE, i.e., COURSE_FEE is dependent on 

COURSE_NO, which is a proper subset of the candidate key. Non-prime attribute 

COURSE_FEE is dependent on a proper subset of the candidate key, which is a partial 

dependency and so this relation is not in 2NF. 

To convert the above relation to 2NF, 

we need to split the table into two tables such as : 
Table 1: STUD_NO, COURSE_NO 

Table 2: COURSE_NO, COURSE_FEE 

       Table 1                                    Table 2 

STUD_NO            COURSE_NO          COURSE_NO                COURSE_FEE      

1                 C1                  C1                        1000 

2                 C2                  C2                        1500 

1                 C4                  C3                        1000 

4                 C3                  C4                        2000 

4                 C1                  C5                        2000         

 

NOTE: 2NF tries to reduce the redundant data getting stored in memory. For instance, if 

there are 100 students taking C1 course, we don’t need to store its Fee as 1000 for all 

the 100 records, instead, once we can store it in the second table as the course fee for 

C1 is 1000. 



 Example 2 – Consider following functional dependencies in relation  R (A,  B , C,  D ) 
 AB -> C  [A and B together determine C] 

BC -> D  [B and C together determine D] 

In the above relation, AB is the only candidate key and there is no partial dependency, 

i.e., any proper subset of AB doesn’t determine any non-prime attribute. 

3. Third Normal Form – 
A relation is in third normal form, if there is no transitive dependency for non-prime 

attributes as well as it is in second normal form. 

A relation is in 3NF if at least one of the following condition holds in every non-trivial 

function dependency X –> Y 

1. X is a super key. 

2. Y is a prime attribute (each element of Y is part of some candidate key).  

 
Transitive dependency – If A->B and B->C are two FDs then A->C is called transitive 

dependency. 

 Example 1 – In relation STUDENT given in Table 4, 
FD set: {STUD_NO -> STUD_NAME, STUD_NO -> STUD_STATE, 

STUD_STATE -> STUD_COUNTRY, STUD_NO -> STUD_AGE} 

Candidate Key: {STUD_NO} 

For this relation in table 4, STUD_NO -> STUD_STATE and STUD_STATE -> 

STUD_COUNTRY are true. So STUD_COUNTRY is transitively dependent on 

STUD_NO. It violates the third normal form. To convert it in third normal form, 

we will decompose the relation STUDENT (STUD_NO, STUD_NAME, 

STUD_PHONE, STUD_STATE, STUD_COUNTRY_STUD_AGE) as: 

STUDENT (STUD_NO, STUD_NAME, STUD_PHONE, STUD_STATE, 

STUD_AGE) 

STATE_COUNTRY (STATE, COUNTRY) 

 Example 2 – Consider relation R(A, B, C, D, E) 

A -> BC, 

CD -> E, 
B -> D, 

E -> A 

All possible candidate keys in above relation are {A, E, CD, BC} All attributes 

are on right sides of all functional dependencies are prime. 

4. Boyce-Codd Normal Form (BCNF) – 
A relation R is in BCNF if R is in Third Normal Form and for every FD, LHS is super key. A 

relation is in BCNF iff in every non-trivial functional dependency X –> Y, X is a super key. 

Example 1 – Find the highest normal form of a relation R(A,B,C,D,E) with FD set as {BC-

>D, AC->BE, B->E} 

Step 1. As we can see, (AC)+ ={A,C,B,E,D} but none of its subset can determine all attribute 

https://media.geeksforgeeks.org/wp-content/cdn-uploads/Normalisation_normalforms_3.png


of relation, So AC will be candidate key. A or C can’t be derived from any other attribute of 

the relation, so there will be only 1 candidate key {AC}. 

Step 2. Prime attributes are those attributes that are part of candidate key {A, C} in this 

example and others will be non-prime {B, D, E} in this example. 

Step 3. The relation R is in 1st normal form as a relational DBMS does not allow multi -

valued or composite attribute. 

The relation is in 2nd normal form because BC->D is in 2nd normal form (BC is not a proper 

subset of candidate key AC) and AC->BE is in 2nd normal form (AC is candidate key) and 
B->E is in 2nd normal form (B is not a proper subset of candidate key AC).  

The relation is not in 3rd normal form because in BC->D (neither BC is a super key nor D is 

a prime attribute) and in B->E (neither B is a super key nor E is a prime attribute) but to 

satisfy 3rd normal for, either LHS of an FD should be super key or RHS should be prime 

attribute. 

So the highest normal form of relation will be 2nd Normal form. 

Example 2 –For example consider relation R(A, B, C) 

A -> BC, 

B -> 

A and B both are super keys so above relation is in BCNF. 

Key Points – 

1. BCNF is free from redundancy. 

2. If a relation is in BCNF, then 3NF is also satisfied. 

3.  If all attributes of relation are prime attribute, then the relation is always in 
3NF. 

4. A relation in a Relational Database is always and at least in 1NF form. 

5. Every Binary Relation ( a Relation with only 2 attributes ) is always in BCNF. 

6. If a Relation has only singleton candidate keys( i.e. every candidate key 

consists of only 1 attribute), then the Relation is always in 2NF( because no 

Partial functional dependency possible). 

7. Sometimes going for BCNF form may not preserve functional dependency. 

In that case go for BCNF only if the lost FD(s) is not required, else normalize 

till 3NF only. 

8. There are many more Normal forms that exist after BCNF, like 4NF and 

more. But in real world database systems it’s generally not required to go 

beyond BCNF. 

  

Exercise 1: Find the highest normal form in R (A, B, C, D, E) under following functional 

dependencies. 
  ABC --> D 

  CD --> AE  

 

 

 

 

 

 

Important Points for solving above type of question. 
1) It is always a good idea to start checking from BCNF, then 3 NF, and so on. 

2) If any functional dependency satisfied a normal form then there is no need to check for 



lower normal form. For example, ABC –> D is in BCNF (Note that ABC is a superkey), so no 

need to check this dependency for lower normal forms. 

Candidate keys in the given relation are {ABC, BCD} 

BCNF: ABC -> D is in BCNF. Let us check CD -> AE, CD is not a super key so 

this dependency is not in BCNF. So, R is not in BCNF. 

3NF: ABC -> D we don’t need to check for this dependency as it already 

satisfied BCNF. Let us consider CD -> AE. Since E is not a prime attribute, so 

the relation is not in 3NF. 
2NF: In 2NF, we need to check for partial dependency. CD is a proper subset of 

a candidate key and it determines E, which is non-prime attribute. So, given 

relation is also not in 2 NF. So, the highest normal form is 1 NF. 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 



 

5.0  STRUCTURAL QUERY LANGUAGE 

Structural query language (SQL) : - 
Structure Query Language(SQL) is a database query language used for storing and 

managing data in Relational DBMS. SQL was the first commercial language introduced 

for E.F Codd's Relational model of database. Today almost all RDBMS(MySql, Oracle, 

Infomix, Sybase, MS Access) use SQL as the standard database query language. SQL is 

used to perform all types of data operations in RDBMS. 

What is SQL? 
 SQL stands for Structured Query Language 

 SQL lets you access and manipulate databases 

 SQL became a standard of the American National Standards Institute (ANSI) in 1986, 

and of the International Organization for Standardization (ISO) in 1987 

What Can SQL do? 
 SQL can execute queries against a database 

 SQL can retrieve data from a database 

 SQL can insert records in a database 

 SQL can update records in a database 

 SQL can delete records from a database 

 SQL can create new databases 

 SQL can create new tables in a database 

 SQL can create stored procedures in a database 

 SQL can create views in a database 

 SQL can set permissions on tables, procedures, and views 

SQL Commands 
SQL defines following ways to manipulate data stored in an RDBMS. 

DDL: Data Definition Language 

This includes changes to the structure of the table like creation of table, altering table, 

deleting a table etc. 

All DDL commands are auto-committed. That means it saves all the changes 

permanently in the database. 

 

 

 

 



Command Description 

create to create new table or database 

alter for alteration 

truncate delete data from table 

drop to drop a table 

rename to rename a table 

DML: Data Manipulation Language 

DML commands are used for manipulating the data stored in the table and not the table 

itself. 

DML commands are not auto-committed. It means changes are not permanent to 

database, they can be rolled back. 

Command Description 

insert to insert a new row 

update to update existing row 

delete to delete a row 



merge merging two rows or two tables 

 

 
TCL: Transaction Control Language 

These commands are to keep a check on other commands and their affect on the 

database. These commands can annul changes made by other commands by rolling the 

data back to its original state. It can also make any temporary change permanent. 

Command Description 

commit to permanently save 

rollback to undo change 

savepoint to save temporarily 

DCL: Data Control Language 

Data control language are the commands to grant and take back authority from any 

database user. 

Command Description 

grant grant permission of right 

revoke take back permission. 

 
 
 



 
 
 
 
 
 
 
 
DQL: Data Query Language 

Data query language is used to fetch data from tables based on conditions that we can 

easily apply. 

Command Description 

select retrieve records from one or more table 

 

Simple Sql Queries 
 
SELECT and FROM 

The SELECT part of a query determines which columns of the data to show in the results. 

There are also options you can apply to show data that is not a table column. 

The example below shows three columns SELECTed FROM the “student” table and one 

calculated column. The database stores the studentID, FirstName, and LastName of the 

student. We can combine the First and the Last name columns to create the FullName 

calculated column. 

SELECT studentID, FirstName, LastName, FirstName + ' ' + LastName AS FullName 

FROM student; 

+-----------+-------------------+------------+------------------------+ 

| studentID | FirstName         | LastName   | FullName               | 

+-----------+-------------------+------------+------------------------+ 

|         1 | Monique           | Davis      | Monique Davis          | 

|         2 | Teri              | Gutierrez  | Teri Gutierrez         | 

|         3 | Spencer           | Pautier    | Spencer Pautier        | 

|         4 | Louis             | Ramsey     | Louis Ramsey           | 

|         5 | Alvin             | Greene     | Alvin Greene           | 

|         6 | Sophie            | Freeman    | Sophie Freeman         | 

|         7 | Edgar Frank "Ted" | Codd       | Edgar Frank "Ted" Codd | 



|         8 | Donald D.         | Chamberlin | Donald D. Chamberlin   | 

|         9 | Raymond F.        | Boyce      | Raymond F. Boyce       | 

+-----------+-------------------+------------+------------------------+ 

9 rows in set (0.00 sec) 

 
 
 
 
CREATE TABLE 

CREATE TABLE does just what it sounds like: 

 it creates a table in the database. You can specify the name of the table and the 

columns that should be in the table. 

CREATE TABLE table_name ( 

    column_1 datatype, 

    column_2 datatype, 

    column_3 datatype 

); 

 

ALTER TABLE 

ALTER TABLE changes the structure of a table. Here is how you would add a column to a 

database: 

ALTER TABLE table_name 

ADD column_name datatype; 

 

CHECK 

The CHECK constraint is used to limit the value range that can be placed in a column. 

If you define a CHECK constraint on a single column it allows only certain values for this 

column. If you define a CHECK constraint on a table it can limit the values in certain 

columns based on values in other columns in the row. 

The following SQL creates a CHECK constraint on the “Age” column when the “Persons” 

table is created. The CHECK constraint ensures that you can not have any person below 

18 years. 

CREATE TABLE Persons ( 

    ID int NOT NULL, 

    LastName varchar(255) NOT NULL, 

    FirstName varchar(255), 

    Age int, 

    CHECK (Age>=18) 

); 

 

https://dev.mysql.com/doc/refman/5.7/en/alter-table.html


To allow naming of a CHECK constraint, and for defining a CHECK constraint on multiple 

columns, use the following SQL syntax: 

CREATE TABLE Persons ( 

    ID int NOT NULL, 

    LastName varchar(255) NOT NULL, 

    FirstName varchar(255), 

    Age int, 

    City varchar(255), 

    CONSTRAINT CHK_Person CHECK (Age>=18 AND City='Sandnes') 

); 

WHERE 

(AND, OR, IN, BETWEEN, and LIKE) 

The WHERE clause is used to limit the number of rows returned. 

As an example, first we will show you a SELECT statement and 

results without a WHERE statement. Then we will add a WHERE statement that uses all 

five qualifiers above. 

SELECT studentID, FullName, sat_score, rcd_updated FROM student; 

+-----------+------------------------+-----------+---------------------+ 

| studentID | FullName               | sat_score | rcd_updated         | 

+-----------+------------------------+-----------+---------------------+ 

|         1 | Monique Davis          |       400 | 2017-08-16 15:34:50 | 

|         2 | Teri Gutierrez         |       800 | 2017-08-16 15:34:50 | 

|         3 | Spencer Pautier        |      1000 | 2017-08-16 15:34:50 | 

|         4 | Louis Ramsey           |      1200 | 2017-08-16 15:34:50 | 

|         5 | Alvin Greene           |      1200 | 2017-08-16 15:34:50 | 

|         6 | Sophie Freeman         |      1200 | 2017-08-16 15:34:50 | 

|         7 | Edgar Frank "Ted" Codd |      2400 | 2017-08-16 15:35:33 | 

|         8 | Donald D. Chamberlin   |      2400 | 2017-08-16 15:35:33 | 

|         9 | Raymond F. Boyce       |      2400 | 2017-08-16 15:35:33 | 

+-----------+------------------------+-----------+---------------------+ 

9 rows in set (0.00 sec) 

Now, we'll repeat the SELECT query but we'll limit the rows returned using 

a WHERE statement. 

STUDENT studentID, FullName, sat_score, recordUpdated 

FROM student 

WHERE (studentID BETWEEN 1 AND 5 OR studentID = 8) 

        AND 

        sat_score NOT IN (1000, 1400); 

+-----------+----------------------+-----------+---------------------+ 

| studentID | FullName             | sat_score | rcd_updated         | 



+-----------+----------------------+-----------+---------------------+ 

|         1 | Monique Davis        |       400 | 2017-08-16 15:34:50 | 

|         2 | Teri Gutierrez       |       800 | 2017-08-16 15:34:50 | 

|         4 | Louis Ramsey         |      1200 | 2017-08-16 15:34:50 | 

|         5 | Alvin Greene         |      1200 | 2017-08-16 15:34:50 | 

|         8 | Donald D. Chamberlin |      2400 | 2017-08-16 15:35:33 | 

+-----------+----------------------+-----------+---------------------+ 

5 rows in set (0.00 sec) 

 

UPDATE 

To update a record in a table you use the UPDATE statement. 

Use the WHERE condition to specify which records you want to update. It is possible to 

update one or more columns at a time. 

 

 The syntax is: 

UPDATE table_name 

SET column1 = value1,  

    column2 = value2, ... 

WHERE condition; 

Here is an example updating the Name of the record with Id 4: 

UPDATE Person 

SET Name = “Elton John” 

WHERE Id = 4; 

You can also update columns in a table by using values from other tables. Use 

the JOIN clause to get data from multiple tables. 

 The syntax is: 

UPDATE table_name1 

SET table_name1.column1 = table_name2.columnA 

    table_name1.column2 = table_name2.columnB 

FROM table_name1 

JOIN table_name2 ON table_name1.ForeignKey = table_name2.Key 

Here is an example updating Manager of all records: 

UPDATE Person 

SET Person.Manager = Department.Manager 

FROM Person 

JOIN Department ON Person.DepartmentID = Department.ID 

GROUP BY 

GROUP BY allows you to combine rows and aggregate data. 

Here is the syntax of GROUP BY: 

SELECT column_name, COUNT(*) 



FROM table_name 

GROUP BY column_name; 

HAVING 

HAVING allows you to filter the data aggregated by the GROUP BY clause so that the 
user gets a limited set of records to view. 
Here is the syntax of HAVING: 

SELECT column_name, COUNT(*) 

FROM table_name 

GROUP BY column_name 

HAVING COUNT(*) > value; 

AVG() 

“Average” is used to calculate the average of a numeric column from the set of rows 
returned by a SQL statement. 

 

Here is the syntax for using the function: 

SELECT groupingField, AVG(num_field) 

FROM table1 

GROUP BY groupingField 

Here’s an example using the student table: 

SELECT studentID, FullName, AVG(sat_score)  

FROM student  

GROUP BY studentID, FullName; 

 

AS 

AS allows you to rename a column or table using an alias. 

SELECT user_only_num1 AS AgeOfServer, (user_only_num1 - warranty_period) AS NonWarrantyPeriod 

FROM server_table 

This results in output as below. 

+-------------+------------------------+ 

| AgeOfServer | NonWarrantyPeriod      |  

+-------------+------------------------+ 

|         36  |                     24 | 

|         24  |                     12 |  

|         61  |                     49 | 

|         12  |                      0 |  



|          6  |                     -6 | 

|          0  |                    -12 |  

|         36  |                     24 | 

|         36  |                     24 |  

|         24  |                     12 |  

+-------------+------------------------+ 

You can also use AS to assign a name to a table to make it easier to reference in joins.  

SELECT ord.product, ord.ord_number, ord.price, cust.cust_name, cust.cust_number FROM customer_table 

AS cust 

 

JOIN order_table AS ord ON cust.cust_number = ord.cust_number 

 

 

 

This results in output as below. 

+-------------+------------+-----------+-----------------+--------------+ 

| product     | ord_number | price     | cust_name       | cust_number  | 

+-------------+------------+-----------+-----------------+--------------+ 

|     RAM     |   12345    |       124 | John Smith      |  20          | 

|     CPU     |   12346    |       212 | Mia X           |  22          | 

|     USB     |   12347    |        49 | Elise Beth      |  21          | 

|     Cable   |   12348    |         0 | Paul Fort       |  19          | 

|     Mouse   |   12349    |        66 | Nats Back       |  15          | 

|     Laptop  |   12350    |       612 | Mel S           |  36          | 

|     Keyboard|   12351    |        24 | George Z        |  95          | 

|     Keyboard|   12352    |        24 | Ally B          |  55          | 

|     Air     |   12353    |        12 | Maria Trust     |  11          | 

+-------------+------------+-----------+-----------------+--------------+ 

ORDER BY 

ORDER BY gives us a way to sort the result set by one or more of the items in 
the SELECT section. Here is an SQL sorting the students by FullName in descending 
order. The default sort order is ascending (ASC) but to sort in the opposite order 
(descending) you use DESC. 

SELECT studentID, FullName, sat_score 

FROM student 

ORDER BY FullName DESC; 

COUNT 

COUNT will count the number of rows and return that count as a column in the result 
set. 



Here are examples of what you would use COUNT for: 
Counting all rows in a table (no group by required) 
Counting the totals of subsets of data (requires a Group By section of the statement) 
This SQL statement provides a count of all rows. Note that you can give the resulting 
COUNT column a name using “AS”. 

SELECT count(*) AS studentCount FROM student;  

DELETE 

DELETE is used to delete a record in a table. 
Be careful. You can delete all records of the table or just a few. Use 
the WHERE condition to specify which records you want to delete. 
The syntax is: 

DELETE FROM table_name 

WHERE condition; 

 

 

Here is an example deleting from the table Person the record with Id 3: 

DELETE FROM Person 

WHERE Id = 3; 

INNER JOIN 

JOIN, also called Inner Join, selects records that have matching values in two tables. 

SELECT * FROM A x JOIN B y ON y.aId = x.Id 

LEFT JOIN 

A LEFT JOIN returns all rows from the left table, and the matched rows from the right 
table. Rows in the left table will be returned even if there was no match in the right 
table. The rows from the left table with no match in the right table will have null for 
right table values. 

SELECT * FROM A x LEFT JOIN B y ON y.aId = x.Id 

RIGHT JOIN 

A RIGHT JOIN returns all rows from the right table, and the matched rows from the left 
table. Opposite of a left join, this will return all rows from the right table even where 
there is no match in the left table. Rows in the right table that have no match in the left 
table will have null values for left table columns. 

SELECT * FROM A x RIGHT JOIN B y ON y.aId = x.Id 

FULL OUTER JOIN 

A FULL OUTER JOIN returns all rows for which there is a match in either of the tables. So 
if there are rows in the left table that do not have matches in the right table, those will 
be included. Also, if there are rows in the right table that do not have matches in the left 
table, those will be included. 

SELECT Customers.CustomerName, Orders.OrderID 

FROM Customers 

FULL OUTER JOIN Orders 



ON Customers.CustomerID=Orders.CustomerID 

ORDER BY Customers.CustomerName 

INSERT 

INSERT is a way to insert data into a table. 

INSERT INTO table_name (column_1, column_2, column_3)  

VALUES (value_1, 'value_2', value_3); 

LIKE 

LIKE  is used in a WHERE or HAVING (as part of the GROUP BY) to limit the selected rows 
to the items when a column has a certain pattern of characters contained in it.  
This SQL will select students that have FullName starting with “Monique” or ending with 
“Greene”. 

SELECT studentID, FullName, sat_score, rcd_updated 

FROM student  

WHERE  

    FullName LIKE 'Monique%' OR  

    FullName LIKE '%Greene';  

+-----------+---------------+-----------+---------------------+ 

| studentID | FullName      | sat_score | rcd_updated         | 

+-----------+---------------+-----------+---------------------+ 

|         1 | Monique Davis |       400 | 2017-08-16 15:34:50 | 

|         5 | Alvin Greene  |      1200 | 2017-08-16 15:34:50 | 

+-----------+---------------+-----------+---------------------+ 

2 rows in set (0.00 sec) 

You can place NOT before LIKE to exclude the rows with the string pattern instead of 
selecting them. This SQL excludes records that contain “cer Pau” and “Ted” in the 
FullName column. 

SELECT studentID, FullName, sat_score, rcd_updated 

FROM student  

WHERE FullName NOT LIKE '%cer Pau%' AND FullName NOT LIKE '%"Ted"%'; 

+-----------+----------------------+-----------+---------------------+ 

| studentID | FullName             | sat_score | rcd_updated         | 

+-----------+----------------------+-----------+---------------------+ 

|         1 | Monique Davis        |       400 | 2017-08-16 15:34:50 | 

|         2 | Teri Gutierrez       |       800 | 2017-08-16 15:34:50 | 

|         4 | Louis Ramsey         |      1200 | 2017-08-16 15:34:50 | 

|         5 | Alvin Greene         |      1200 | 2017-08-16 15:34:50 | 

|         6 | Sophie Freeman       |      1200 | 2017-08-16 15:34:50 | 

|         8 | Donald D. Chamberlin |      2400 | 2017-08-16 15:35:33 | 

|         9 | Raymond F. Boyce     |      2400 | 2017-08-16 15:35:33 | 

+-----------+----------------------+-----------+---------------------+ 

 



 

 

6.0 TRANSACTION PROCESSING SYSTEM 

Trancsaction : - 

A transaction can be defined as a group of tasks.  

A single task is the minimum processing unit which cannot be divided further. 

Let’s take an example of a simple transaction.  

Suppose a bank employee transfers Rs 500 from A's account to B's account. This very simple and 

small transaction involves several low-level tasks. 

A’s Account 
Open_Account(A) 

Old_Balance = A.balance 

New_Balance = Old_Balance - 500 

A.balance = New_Balance 

Close_Account(A) 

B’s Account 
Open_Account(B) 

Old_Balance = B.balance 

New_Balance = Old_Balance + 500 

B.balance = New_Balance 

Close_Account(B) 

States of Transactions 

A transaction in a database can be in one of the following states − 

 

 Active − In this state, the transaction is being executed. This is the initial state of every 
transaction. 

 Partially Committed − When a transaction executes its final operation, it is said to be in a 

partially committed state. 

 Failed − A transaction is said to be in a failed state if any of the checks made by the database 
recovery system fails. A failed transaction can no longer proceed further. 



 

 

 Aborted − If any of the checks fails and the transaction has reached a failed state, then the 

recovery manager rolls back all its write operations on the database to bring the database 

back to its original state where it was prior to the execution of the transaction. Transactions in 
this state are called aborted. The database recovery module can select one of the two 
operations after a transaction aborts − 

o Re-start the transaction 

o Kill the transaction 

 Committed − If a transaction executes all its operations successfully, it is said to be 

committed. All its effects are now permanently established on the database system. 

 

Properties of Transaction : - 

(ACID Properties) 

A transaction is a very small unit of a program and it may contain several lowlevel tasks. A 

transaction in a database system must maintain Atomicity, Consistency, Isolation, and Durability − 

commonly known as ACID properties − in order to ensure accuracy, completeness, and data 

integrity. 

 Atomicity − This property states that a transaction must be treated as an atomic unit, that is, 

either all of its operations are executed or none. There must be no state in a database where a 

transaction is left partially completed. States should be defined either before the execution of 

the transaction or after the execution/abortion/failure of the transaction. 

 Consistency − The database must remain in a consistent state after any transaction. No 

transaction should have any adverse effect on the data residing in the database. If the 

database was in a consistent state before the execution of a transaction, it must remain 

consistent after the execution of the transaction as well. 

 Durability − The database should be durable enough to hold all its latest updates even if the 

system fails or restarts. If a transaction updates a chunk of data in a database and commits, 

then the database will hold the modified data. If a transaction commits but the system fails 

before the data could be written on to the disk, then that data will be updated once the 

system springs back into action. 

 Isolation − In a database system where more than one transaction are being executed 

simultaneously and in parallel, the property of isolation states that all the transactions will be 

carried out and executed as if it is the only transaction in the system. No transaction will affect 

the existence of any other transaction. 

 

 

 

 

 

 



 

 

 

 

Serializability 

When multiple transactions are being executed by the operating system in a multiprogramming 

environment, there are possibilities that instructions of one transactions are interleaved with some 

other transaction. 

 Schedule − A chronological execution sequence of a transaction is called a schedule. A 

schedule can have many transactions in it, each comprising of a number of instructions/tasks. 

 Serial Schedule − It is a schedule in which transactions are aligned in such a way that one 

transaction is executed first.  

Schedule : 

A series of operation from one transaction to another transaction is known as schedule. It is used to 

preserve the order of the operation in each of the individual transaction. 

 

 

 1. Serial Schedule 

The serial schedule is a type of schedule where one transaction is executed completely before starting 

another transaction. In the serial schedule, when the first transaction completes its cycle, then the next 

transaction is executed. 

For example: Suppose there are two transactions T1 and T2 which have some operations. If it has no 

interleaving of operations, then there are the following two possible outcomes: 

1. Execute all the operations of T1 which was followed by all the operations of T2. 

2. Execute all the operations of T1 which was followed by all  the operations of T2. 

o In the given (a) figure, Schedule A shows the serial schedule where T1 followed by T2. 



o In the given (b) figure, Schedule B shows the serial schedule where T2 followed by T1. 

 

 2. Non-serial Schedule 

o If interleaving of operations is allowed, then there will be non-serial schedule. 

o It contains many possible orders in which the system can execute the individual operations of the 

transactions. 

o In the given figure (c) and (d), Schedule C and Schedule D are the non-serial schedules. It has 

interleaving of operations. 

 

1. The Non-Serial Schedule can be divided further into Serializable and Non-Serializable. 

a. Serializable: 

This is used to maintain the consistency of the database. It is mainly used in the Non-

Serial scheduling to verify whether the scheduling will lead to any inconsistency or 

not. On the other hand, a serial schedule does not need the serializability because it 

follows a transaction only when the previous transaction is complete. The non-serial 

schedule is said to be in a serializable schedule only when it is equivalent to the serial 

schedules, for an n number of transactions. Since concurrency is allowed in this case 

thus, multiple transactions can execute concurrently. A serializable schedule helps in 

improving both resource utilization and CPU throughput. These are of two types:  

1. Conflict Serializable: 
A schedule is called conflict serializable if it can be transformed into a serial 

schedule by swapping non-conflicting operations. Two operations are said to be 

conflicting if all conditions satisfy: 

https://www.geeksforgeeks.org/conflict-serializability/


 They belong to different transactions 

 They operate on the same data item 

 At Least one of them is a write operation 

2. View Serializable: 

A Schedule is called view serializable if it is view equal to a serial schedule (no 

overlapping transactions). A conflict schedule is a view serializable but if the 

serializability contains blind writes, then the view serializable does not conflict 

serializable. 
b. Non-Serializable: 

The non-serializable schedule is divided into two types, Recoverable and Non-

recoverable Schedule. 

1. Recoverable Schedule: 

Schedules in which transactions commit only after all transactions whose changes 

they read commit are called recoverable schedules. In other words, if some 

transaction Tj is reading value updated or written by some other transaction Ti, then 

the commit of Tj must occur after the commit of Ti. 

Example – Consider the following schedule involving two transactions T1 and T2. 

T1 T2 

R(A) 

 

W(A) 

 

 

W(A) 

 

R(A) 

commit 

 

 

commit 

This is a recoverable schedule since T1 commits before T2, that makes the value 

read by T2 correct. 

There can be three types of recoverable schedule: 

a. Cascading Schedule: 

Also called Avoids cascading aborts/rollbacks (ACA). When there is a failure in 

one transaction and this leads to the rolling back or aborting other dependent 

transactions, then such scheduling is referred to as Cascading rollback or  
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cascading abort. Example: 

 

b. Cascadeless Schedule: 

Schedules in which transactions read values only after all transactions whose 

changes they are going to read commit are called cascadeless schedules. 

Avoids that a single transaction abort leads to a series of transaction rollbacks. 

A strategy to prevent cascading aborts is to disallow a transaction from reading 

uncommitted changes from another transaction in the same schedule. 
In other words, if some transaction Tj wants to read value updated or written by 

some other transaction Ti, then the commit of Tj must read it after the commit of 

Ti. 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

Example: Consider the following schedule involving two transactions T1 and T2. 
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T1 T2 

R(A) 

 

W(A) 

 

 

W(A) 

commit 

 

 

R(A) 

 

commit 

This schedule is cascadeless. Since the updated value of A is read by T2 only 

after the updating transaction i.e. T1 commits. 

Example: Consider the following schedule involving two transactions T1 and T2. 

T1 T2 

R(A) 

 

W(A) 

 

 

R(A) 

 

W(A) 

abort 

 

 

abort 

It is a recoverable schedule but it does not avoid cascading aborts. It can be 

seen that if T1 aborts, T2 will have to be aborted too in order to maintain the 



correctness of the schedule as T2 has already read the uncommitted value 

written by T1. 

c. Strict Schedule: 

A schedule is strict if for any two transactions Ti, Tj, if a write operation of Ti precedes a 

conflicting operation of Tj (either read or write), then the commit or abort event of Ti also 

precedes that conflicting operation of Tj. 

In other words, Tj can read or write updated or written value of Ti only after 

Ti commits/aborts. 
Example: Consider the following schedule involving two transactions T1 and T2. 

 

T1 T2 

R(A) 

 

 

R(A) 

W(A) 

 

commit 

 

 

W(A) 

 

R(A) 

 

commit 

This is a strict schedule since T2 reads and writes A which is written by T1 only  

 

 

 

 

 

 
 

 

 

 

 

 

 



2. Non-Recoverable Schedule: 

Example: Consider the following schedule involving two transactions T1 and T2. 

T1 T2 

R(A) 

 

W(A) 

 

 

W(A) 

 

R(A) 

 

commit 

abort 

 
3. T2 read the value of A written by T1, and committed. T1 later aborted, therefore the 

value read by T2 is wrong, but since T2 committed, this schedule is non-

recoverable. 

Note – It can be seen that: 

1. Cascadeless schedules are stricter than recoverable schedules or are a subset of 

recoverable schedules. 

2. Strict schedules are stricter than cascadeless schedules or are a subset of cascadeless 

schedules. 

3. Serial schedules satisfy constraints of all recoverable, cascadeless and strict schedules 

and hence is a subset of strict schedules. 
The relation between various types of schedules can be depicted as: 



 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

 

 



 

 

7.0 CONCURRENCY CONTROL CONCEPTS 

Concurrency control concept comes under the Transaction in database management system 

(DBMS). It is a procedure in DBMS which helps us for the management of two simultaneous 
processes to execute without conflicts between each other, these conflicts occur in multi user 

systems. 

Concurrency can simply be said to be executing multiple transactions at a time. It is required to 

increase time efficiency. If many transactions try to access the same data, then inconsistency arises. 
Concurrency control required to maintain consistency data. 

For example, if we take ATM machines and do not use concurrency, multiple persons cannot draw 

money at a time in different places. This is where we need concurrency. 

The advantages of concurrency control are as follows − 

 Waiting time will be decreased. 

 Response time will decrease. 

 Resource utilization will increase. 

 System performance & Efficiency is increased. 

Control concurrency 

The simultaneous execution of transactions over shared databases can create several data integrity 
and consistency problems. 

For example, if too many people are logging in the ATM machines, serial updates and 
synchronization in the bank servers should happen whenever the transaction is done, if not it gives 

wrong information and wrong data in the database. 

Main problems in using Concurrency 

The problems which arise while using concurrency are as follows − 

 Updates will be lost − One transaction does some changes and another transaction deletes 

that change. One transaction nullifies the updates of another transaction. 

 Uncommitted Dependency or dirty read problem − On variable has updated in one 

transaction, at the same time another transaction has started and deleted the value of the 

variable there the variable is not getting updated or committed that has been done on the first 
transaction this gives us false values or the previous values of the variables this is a major 
problem. 

 Inconsistent retrievals − One transaction is updating multiple different variables, another 

transaction is in a process to update those variables, and the problem occurs is inconsistency 

of the same variable in different instances. 

 

 

 

 



 
 
Concurrency control techniques 

The concurrency control techniques are as follows − 

a. Locking 

Lock guaranties exclusive use of data items to a current transaction. It first accesses the data items 
by acquiring a lock, after completion of the transaction it releases the lock. 

Types of Locks 

The types of locks are as follows − 

 Shared Lock [Transaction can read only the data item values] 

 Exclusive Lock [Used for both read and write data item values] 

b. Time Stamping 

Time stamp is a unique identifier created by DBMS that indicates relative starting time of a 

transaction. Whatever transaction we are doing it stores the starting time of the transaction and 
denotes a specific time. 

This can be generated using a system clock or logical counter. This can be started whenever a 
transaction is started. Here, the logical counter is incremented after a new timestamp has been 
assigned. 

c. Optimistic 

It is based on the assumption that conflict is rare and it is more efficient to allow transactions to 
proceed without imposing delays to ensure serializability. 

 
Concurrency Control Protocols : -  

Different concurrency control protocols offer different benefits between the amount of concurrency 

they allow and the amount of overhead that they impose. Following are the Concurrency Control 
techniques in DBMS: 

 Lock-Based Protocols 

 Two Phase Locking Protocol 

 Timestamp-Based Protocols 

 Validation-Based Protocols 

Lock-based Protocols :- 
Lock Based Protocols in DBMS is a mechanism in which a transaction cannot Read or Write the 

data until it acquires an appropriate lock. Lock based protocols help to eliminate the concurrency 
problem in DBMS for simultaneous transactions by locking or isolating a particular transaction to a 

single user. 
A lock is a data variable which is associated with a data item. This lock signifies that operations that 

can be performed on the data item. Locks in DBMS help synchronize access to the database items 
by concurrent transactions. 

All lock requests are made to the concurrency-control manager. Transactions proceed only once the 

lock request is granted. 



 

Binary Locks: A Binary lock on a data item can either locked or unlocked states. 

Shared/exclusive: This type of locking mechanism separates the locks in DBMS based on their uses. If 

a lock is acquired on a data item to perform a write operation, it is called an exclusive lock. 
1. Shared Lock (S): 
A shared lock is also called a Read-only lock. With the shared lock, the data item can be shared 

between transactions. This is because you will never have permission to update data on the data 
item. 
For example, consider a case where two transactions are reading the account balance of a person. 

The database will let them read by placing a shared lock. However, if another transaction wants to 
update that account’s balance, shared lock prevent it until the reading process is over. 

2. Exclusive Lock (X): 
With the Exclusive Lock, a data item can be read as well as written. This is exclusive and 
can’t be held concurrently on the same data item. X-lock is requested using lock-x 
instruction. Transactions may unlock the data item after finishing the ‘write’ operation. 
For example, when a transaction needs to update the account balance of a person. You 
can allows this transaction by placing X lock on it. Therefore, when the second transaction 
wants to read or write, exclusive lock prevent this operation. 
3. Simplistic Lock Protocol : 

This type of lock-based protocols allows transactions to obtain a lock on every object 
before beginning operation. Transactions may unlock the data item after finishing the 
‘write’ operation. 
4. Pre-claiming Locking : 
Pre-claiming lock protocol helps to evaluate operations and create a list of required data 
items which are needed to initiate an execution process. In the situation when all locks are 
granted, the transaction executes. After that, all locks release when all of its operations 
are over. 
 
Starvation : -  
 
Starvation is the situation when a transaction needs to wait for an indefinite period to 
acquire a lock. 
Following are the reasons for Starvation: 

 When waiting scheme for locked items is not properly managed 

 In the case of resource leak 

 The same transaction is selected as a victim repeatedly 
Deadlock : -  
Deadlock refers to a specific situation where two or more processes are waiting for each 
other to release a resource or more than two processes are waiting for the resource in a 
circular chain. 

Two Phase Locking Protocol : - 
Two Phase Locking Protocol also known as 2PL protocol is a method of concurrency control 
in DBMS that ensures serializability by applying a lock to the transaction data which 
blocks other transactions to access the same data simultaneously. Two Phase Locking 
protocol helps to eliminate the concurrency problem in DBMS. 

 This locking protocol divides the execution phase of a transaction into three different 
parts. 



 In the first phase, when the transaction begins to execute, it requires permission for 
the locks it needs. 

 The second part is where the transaction obtains all the locks. When a transaction 
releases its first lock, the third phase starts. 

 In this third phase, the transaction cannot demand any new locks. Instead, it only 
releases the acquired locks. 

 

The Two-Phase Locking protocol allows each transaction to make a lock or unlock request 
in two steps: 

 Growing Phase: In this phase transaction may obtain locks but may not release 
any locks. 

 Shrinking Phase: In this phase, a transaction may release locks but not obtain any 
new lock 

It is true that the 2PL protocol offers serializability. However, it does not ensure that 
deadlocks do not happen. 

In the above-given diagram, you can see that local and global deadlock detectors are 
searching for deadlocks and solve them with resuming transactions to their initial states. 

Strict Two-Phase Locking Method 
Strict-Two phase locking system is almost similar to 2PL. The only difference is that Strict-
2PL never releases a lock after using it. It holds all the locks until the commit point and 
releases all the locks at one go when the process is over. 

Centralized 2PL 
In Centralized 2 PL, a single site is responsible for lock management process. It has only 
one lock manager for the entire DBMS. 



Primary copy 2PL 
Primary copy 2PL mechanism, many lock managers are distributed to different sites. After 
that, a particular lock manager is responsible for managing the lock for a set of data items. 
When the primary copy has been updated, the change is propagated to the slaves. 

Distributed 2PL 
In this kind of two-phase locking mechanism, Lock managers are distributed to all sites. 
They are responsible for managing locks for data at that site. If no data is replicated, it is 
equivalent to primary copy 2PL. Communication costs of Distributed 2PL are quite higher 
than primary copy 2PL 

Timestamp-based Protocols 
Timestamp based Protocol in DBMS is an algorithm which uses the System Time or 
Logical Counter as a timestamp to serialize the execution of concurrent transactions. The 
Timestamp-based protocol ensures that every conflicting read and write operations are 
executed in a timestamp order. 
The older transaction is always given priority in this method. It uses system time to 
determine the time stamp of the transaction. This is the most commonly used concurrency 
protocol. 
Lock-based protocols help you to manage the order between the conflicting transactions 
when they will execute. Timestamp-based protocols manage conflicts as soon as an 
operation is created. 
Example: 
Suppose there are there transactions T1, T2, and T3.  

T1 has entered the system at time 0010  

T2 has entered the system at 0020 

T3 has entered the system at 0030 

Priority will be given to transaction T1, then transaction T2 and lastly Transaction T3. 

Advantages: 

 Schedules are serializable just like 2PL protocols 
 No waiting for the transaction, which eliminates the possibility of deadlocks! 

Disadvantages: 
Starvation is possible if the same transaction is restarted and continually aborted 

Validation Based Protocol 
Validation based Protocol in DBMS also known as Optimistic Concurrency Control 
Technique is a method to avoid concurrency in transactions. In this protocol, the local 
copies of the transaction data are updated rather than the data itself, which results in less 
interference while execution of the transaction. 
 
 
 
The Validation based Protocol is performed in the following three phases: 

1. Read Phase 
2. Validation Phase 
3. Write Phase 

 



 

Read Phase 
In the Read Phase, the data values from the database can be read by a transaction but 
the write operation or updates are only applied to the local data copies, not the actual 
database. 
Validation Phase 

In Validation Phase, the data is checked to ensure that there is no violation of 
serializability while applying the transaction updates to the database. 
Write Phase 
In the Write Phase, the updates are applied to the database if the validation is successful, 
else; the updates are not applied, and the transaction is rolled back. 

Characteristics of Good Concurrency Protocol 
An ideal concurrency control DBMS mechanism has the following objectives: 

 Must be resilient to site and communication failures. 
 It allows the parallel execution of transactions to achieve maximum concurrency. 
 Its storage mechanisms and computational methods should be modest to minimize 

overhead. 
 It must enforce some constraints on the structure of atomic actions of transactions. 
  

 

 

 

 

 

 

 

 

 

 

 

 



 

Serealizibilty : - 

A schedule is serialized if it is equivalent to a serial schedule. A concurrent schedule must ensure it is 
the same as if executed serially means one after another. It refers to the sequence of actions such as 

read, write, abort, commit are performed in a serial manner. 

Example 

Let’s take two transactions T1 and T2, 

If both transactions are performed without interfering each other then it is called as serial schedule, it 

can be represented as follows − 

T1 T2 

READ1(A)  

WRITE1(A)  

READ1(B)  

C1  

 READ2(B) 

 WRITE2(B) 

 READ2(B) 

 C2 

 

 

 

 

 

 

 

Non serial schedule − When a transaction is overlapped between the transaction T1 and T2. 



 
Example 

Consider the following example − 

T1 T2 

READ1(A)  

WRITE1(A)  

 READ2(B) 

 WRITE2(B) 

READ1(B)  

WRITE1(B)  

READ1(B)  

 
Types of serializability 

There are two types of serializability − 

View serializability 

A schedule is view-serializability if it is viewed equivalent to a serial schedule. 

The rules it follows are as follows − 

 T1 is reading the initial value of A, then T2 also reads the initial value of A. 

 T1 is the reading value written by T2, then T2 also reads the value written by T1. 

 T1 is writing the final value, and then T2 also has the write operation as the final value. 

Conflict serializability 

It orders any conflicting operations in the same way as some serial execution. A pair of operations is 
said to conflict if they operate on the same data item and one of them is a write operation. 

That means 

 Readi(x) readj(x) - non conflict  read-read operation 

 Readi(x) writej(x) - conflict       read-write operation. 

 Writei(x) readj(x) - conflict       write-read operation. 

 Writei(x) writej(x) - conflict      write-write operation. 



 

8.0 SECURITY AND INTEGRITY 

Authorization and views : -  

Authorization is the process where the database manager gets information about the authenticated 

user. 

Part of that information is determining which database operations the user can perform and which data 

objects a user can access. 

The different permissions for authorizations available are: 

 Primary Permission -  This is granted to users publicly and directly. 

 Secondary Permission -  This is granted to groups and automatically awarded to a user if he is 

a member of the group. 

 Public Permission -  This is publicly granted to all the users. 

 Context sensitive permission -  This is related to sensitive content and only granted to a select 
users. 

The categories of authorization that can be given to users are: 

 System Administrator -  This is the highest administrative authorization for a user. Users with 
this authorization can also execute some database administrator commands such as restore or 

upgrade a database. 

 System Control -  This is the highest control authorization for a user. This allows maintenance 

operations on the database but not direct access to data. 

 System Maintenance -  This is the lower level of system control authority. It also allows users 

to maintain the database but within a database manager instance. 

 System Monitor -  Using this authority, the user can monitor the database and take snapshots of 
it. 

Database Integrity 

Data integrity in the database is the correctness, consistency and completeness of data. Data integrity is 

enforced using the following three integrity constraints: 

1. Entity Integrity -  This is related to the concept of primary keys. All tables should have their 

own primary keys which should uniquely identify a row and not be NULL. 

2. Referential Integrity -  This is related to the concept of foreign keys. A foreign key is a key of a 

relation that is referred in another relation. 

3. Domain Integrity -  This means that there should be a defined domain for all the columns in a 

database. 

Data Integrity Constraints 

There are different types of data integrity constraints that are commonly found in relational databases, 

including the following − 



 Required data − Some columns in a database contain a valid data value in each row; they are 

not allowed to contain NULL values. In the sample database, every order has an associated 

customer who placed the order. The DBMS can be asked to prevent NULL values in this 

column. 

 Validity checking − Every column in a database has a domain, a set of data values which are 

legal for that column. The DBMS allowed preventing other data values in these columns. 

 Entity integrity − The primary key of a table contains a unique value in each row that is 

different from the values in all other rows. Duplicate values are illegal because they are not 

allowing the database to differentiate one entity from another. The DBMS can be asked to 

enforce this unique values constraint. 

 Referential integrity − A foreign key in a relational database links each row in the child table 

containing the foreign key to the row of the parent table containing the matching primary key 

value. The DBMS can be asked to enforce this foreign key/primary key constraint. 

 Other data relationships − The real-world situation which is modeled by a database often has 

additional constraints which govern the legal data values that may appear in the database. The 

DBMS is allowed to check modifications to the tables to make sure that the ir values are 

constrained in this way. 

 Business rules − Updates to a database that are constrained by business rules governing the 

real-world transactions which are represented by the updates. 

 Consistency − Many real-world transactions that cause multiple updates to a database. The 

DBMS is allowed to enforce this type of consistency rule or to support applications that 

implement such rules. 

What is Data Encryption? 

 Last Updated : 18 Jan, 2022 

Data Encryption is a method of preserving data confidentiality by transforming it into ciphertext, which 

can only be decoded using a unique decryption key produced at the time of the encryption or prior to it. 

Data encryption converts data into a different form (code) that can only be accessed by people who 

have a secret key (formally known as a decryption key) or password. Data that has not been encrypted 

is referred to as plaintext, and data that has been encrypted is referred to as ciphertext. Encryption is 

one of the most widely used and successful data protection technologies in today’s corporate world. 

Encryption is a critical tool for maintaining data integrity, and its importance cannot be overstated. 

Almost everything on the internet has been encrypted at some point. 

Importance of Data Encryption: 

The significance of encryption cannot be overstated in any way. Even though your data is stored in a 

standard infrastructure, it is still possible for it to be hacked. There’s always the chance that data will 
be compromised, but with data encryption, your information will be much more secure. 

Consider it this way for a moment. If your data is stored in a secure system, encrypting it before 

sending it out will keep it safe. Sanctioned systems do not provide the same level of protection. 



So, how do you think this would play out in real life? Consider the case of a user of a company’s data 

who has access to sensitive information while at work. The user may put the information on a portable 

disc and move it anywhere they choose without any encryption. If the encryptions are se t in place 

ahead of time, the user can still copy the information, but the data will be unintelligible when they try 

to see it someplace else. These are the benefits of data encryption that demonstrate its genuine value. 

Types of Data Encryption: 

     1.   Symmetric Encryption 

     2.  Asymmetric Encryption 

 Encryption is frequently used in one of two ways i.e. with a symmetric key or with an asymmetric key. 

Symmetric Key Encryption: 

 

Symmetric Encryption 

There are a few strategies used in cryptography algorithms. For encryption and decryption processes, 

some algorithms employ a unique key. In such operations, the unique key must be secured since the 

system or person who knows the key has complete authentication to decode the message for reading. 

This approach is known as “symmetric encryption” in the field of network encryption. 

 
Asymmetric Key Encryption: 

 

Asymmetric Encryption  

Some cryptography methods employ one key for data encryption and another key for data decryption. 

As a result, anyone who has access to such a public communication will be unable to decode or read it. 
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This type of cryptography, known as “public-key” encryption, is used in the majority of internet 

security protocols. The term “asymmetric encryption” is used to describe this type of encryption. 

States of Data Encryption:  

Data, whether it’s being transferred between users or stored on a server, is valuable and must be 
protected at all times. 

Data encryption in transit: Information that is actively traveling from one point to another, such as 

via the internet or over a private network, is referred to as data in transit. Data is deemed less safe when 

in transit due to the weaknesses of transfer techniques. End-to-end encryption encrypts data throughout 

transmission, guaranteeing that it remains private even if intercepted. 

Encryption of data at rest:  

Data at rest refers to information that is not actively moving from one device to another or from one 

network to another, such as information stored on a hard drive, laptop, flash drive, or archived/stored in 

another way. Due to device security features restricting access, data at rest is often less vulnerable than 

data in transit, but it is still vulnerable. It also contains more valuable information, making it a more 

appealing target for criminals.  

Data encryption at rest reduces the risk of data theft caused by lost or stolen devices, inadvertent 

password sharing, or accidental permission granting by increasing the time it takes to access 

information and providing the time required to discover data loss, ransomware attacks, remotely erased 

data, or changed credentials. 

How the Data Encryption takes place? 

Assume a person possesses a box containing a few documents. The individual looks after the box and 

secures it with a lock. The individual sends this box of paperwork to his or her pal after a few days.  The 

key is also kept by a buddy. This signifies that both the sender and the recipient have the same key. The 

buddy has now been given permission to open the box and see the document. The encryption method is 

the same as we mentioned in the sample. Encryption is performed on digital communications, though. 

This technological procedure is designed to prevent a third party from deciphering the signal’s secret 

content. 

Consumers conduct transactions for goods purchases over the internet. There are millions of  web 

services that can help various trained employees do their responsibilities. Furthermore, to utilize these 

services that demand personal information, most websites require substantial identification. One of the 
most common ways, known as “encryption,” is to keep such information safe and secure. 

 

Encryption Process 

The security of networks is intimately related to encryption. Encryption is useful for concealing data, 

information, and things that are incomprehensible to a normal human. Because both encryption and 

decryption are effective ways of cryptography, which is a scientific procedure for performing secure 
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communication, the encrypted information may be transformed back to its original condition following 

the decryption process. There are a variety of algorithms for data encryption and decryption. However, 

“keys” can also be utilized to obtain high-level data security. 

Uses of Data Encryption: 

Using digital signatures, Encryption is used to prove the integrity and authenticity of the information. 

Digital-rights management and copy protection both require encryption. 

Encryption can be used to erase data. But since data recovery tools can sometimes recover deleted data, 

if you encrypt the data first and then throw away the key, the only thing anyone can recover is the 

ciphertext, not the original data. 

Data Migration is used when transferring data over a network to ensure that no one else on the 

network can read it. 

VPNs (Virtual Private Networks) uses encryption, and you should encrypt everything you store in 

the cloud. This can encrypt the entire hard drive as well as voice calls. 

Given the importance of data security, many organizations, governments, and businesses require data 

to be encrypted in order to protect the company or user data. Employees will not have unauthorized 

access to user data as a result of this. 

Advantages of Data Encryption: 

1. Encryption is a low-cost solution. 

2. Data encryption keeps information distinct from the security of the device on which it is stored. 

Encryption provides security by allowing administrators to store and send data via insecure 

channels. 

3. Regulatory Fines Can Be Avoided With Encryption 

4. Remote Workers Can Benefit from Encryption 

5. If the password or key is lost, the user will be unable to open the encrypted file. Using simpler keys 

in data encryption, on the other hand, makes the data insecure, and anybody may access it at any 

time. 

6. Encryption improves the security of our information. 

7. Consumer Trust Can Be Boosted by Encryption 

Disadvantages of Data Encryption: 

1. If the password or key is lost, the user will be unable to open the encrypted file. Using simpler keys 

in data encryption, on the other hand, makes the data insecure, and anybody may access it at any 

time. 

2. Data encryption is a valuable data security approach that necessitates a lot of resources, such as data 

processing, time consumption, and the use of numerous encryption and decryption algorithms. As a 

result, it is a somewhat costly approach. 

3. Data protection solutions might be difficult to utilize when the user layers them for contemporary 

systems and applications. This might have a negative influence on the device’s normal operations. 

4. If a company fails to realize any of the restrictions imposed by encryption techniques, it is possible 

to set arbitrary expectations and requirements that might undermine data encryption protection. 
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